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Abstract

Given a set of survival data, the problem of hazard estimation and inference with little prior knowl-
edge of structure is common. Standard estimators in the non- or semi-parametric category are often
employed as a first step to identifying a final model which fits the data—perhaps too well, resulting in
overfitting. On the other hand, the flexibility of fully nonparametric estimators may be more than neces-
sary, given a premise of underlying continuity in the hazard under investigation. As a remedy, a method
of hazard estimation is described which is related to kernel smoothing and features automatic bandwidth
selection. This selection is achieved by cross-validated modified likelihood (CVML), with adaptations for
the problem of discrete hazard estimation in potentially large data sets. For density estimation, CVML
has exhibited relatively poor performance under measures of loss such as mean integrated squared error
(MISE), but is optimal under expected Kullback-Liebler loss. It may offer a similar benefit to hazard esti-
mation. The proposed method is mathematically simple and robust, and therefore amenable to bootstrap
computation, which is needed to take proper inferential account of the process of bandwidth selection.
A stratified bootstrap procedure is proposed to address the effect of replicates appearing in multiple
cross-validation subsets under a standard bootstrap. Some characteristics of the CVML estimator are
considered through a variety of simulations. An application to the estimation of the hazard function in

a study of lung cancer patients is presented.

1 Introduction

In the area of survival analysis—and health studies in particular—prior notions of appropriate paramet-
ric families to model the time to an event are often unavailable. Kaplan-Meier (Kalbfleisch and Prentice
1980; Miller 1981) or life-table estimators (Cutler and Ederer 1958)—referred to as nonparametric (NP)
procedures—are often called upon in these cases, which usually involve looking at several such estimates as a
function of certain covariates. It is common to estimate and test hypotheses related to survival based on these

NP estimates alone, supplemented by Greenwood’s estimate of the variance. While the lack of assumptions
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required for NP estimation of the hazard make it very appealing, its fully nonparametric flexibility exacts
a high price in terms of variance. This disadvantage applies as well to the use of separate estimates across
covariate subgroups.

Upon review of these NP estimates of the survival function, and inspired by certain features of the
fitted step functions, the option of fitting certain parametric or semi-parametric models to the data presents
itself—and is often selected. In a typical frequentist context, p values are examined to decide whether
certain coefficients in the model are zero or not, and confidence intervals for the parameters of interest are
constructed. In a typical likelihood-based context, the likelihood function is used to generate credible sets
and to estimate posterior risks. These activities may proceed without regard for parameters which were
informally set to zero or assumed to be unrelated to other parameters in the process of data exploration and
model fitting. The impact, for example, of stepwise model selection procedures without full accounting of
the steps has long been recognized (Draper and Smith 1981). While there is less discussion of the likelihood-
based effects of discounted model selection, it is clear that an assumption implicit in these procedures is of

the form:

L(#) = /L(01,92)d02

= L(6,,63), (1)

where 6% is some constant, often 0 or 1. An explicit likelihood function that encompasses a variety of
models under consideration may not be tractable, but the consequences of the forthright assertion of a
surreptitiously selected model are the same. To the extent that these inferences ignore the decision process
up to and including the selection of a particular family of models, they will tend to understate uncertainty
and may be biased as well.

At the same time, the data have arrived from an expensive study and there is immediate interest in
estimating the underlying hazard or survival functions or the effects of certain covariates. The goal is to
estimate the hazard function over time and possibly some continuous covariates as well, and to provide

realistic confidence limits for this estimate. A solution proposed here combines the following ideas:

1. Tanner and Wongs’ (1984, 1987) use of a modified likelihood criterion for kernel-smoothed estimates

of the hazard function.

2. A suggestion by Gentlemen and Crowley (1991) to use a kernel-weighted Kaplan-Meier estimator to

incorporate information locally along continuous covariates.



3. The nonparametric bootstrap (Efron and Tibshirani 1993; Davison and Hinkley 1997) to account for

variation induced by bandwidth selection in overall assessments of uncertainty.

These ideas are modified as appropriate to accommodate large data sets and facilitate nonparametric infer-

ence. The impacts of these modifications are examined in Section 5 below.

2 Cross-Validated Modified Likelihood

2.1 Origins in Density Estimation

The earliest version of this idea appears in the work of Habbema, Hermans, and van den Broek (1974),
where it was applied to discriminant analysis. In that context, estimation of the multivariate density of each
separate population was developed to circumvent a problem with a standard maximum likelihood approach

in data-based bandwidth selection using a kernel-smoothing (“potential function”) approach. Suppose a

sample of scalar observations z1,...,z, ~ iid with pdf f. The likelihood function of f is
L(f | z) = [ f (=) ()
i=1

An example of a family of kernel-smoothed density estimates introduced by Parzen (1962) is given by
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indexed by the bandwidth o > 0, where k(-) is a standard Gaussian pdf. In general, the choice of kernel is
less crucial than the value given to @ (Bowman 1984). The likelihood can be specified further as a function

of a by substituting f for f in (2). Note that for each i, the weight function defined here as:
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is centered on the desired point of estimation z. The kernel-smoothing literature often has w centered on
each data point z;. For a symmetric kernel, this difference has no impact on the resulting estimate. The
given form is intended to clarify developments in the following sections.

The “best” a could be chosen by examining plots of various types, but this would be difficult to account
for inferentially. A choice of a which maximizes the likelihood (2) may seem natural—and perhaps to use
the likelihood to generate regions of uncertainty about a and f jointly. However, it can be seen that no
such optimal « exists since the likelihood increases without bound as a approaches 0. For estimation at any
particular z; in the sample, this procedure suggests that no weight be allocated to any other x;;; hence, no

smoothing.



As a remedy to this degeneracy, Habbema, et al. (1974) proposed a modification of the maximum like-
lihood procedure where f for the it* contribution to the likelihood at (2) is based on all of the data exzcept

x;, hence the phrase “leave-one-out estimate.” It will be convenient to represent this it* term as

fulyil ) = () S CRED), Q
J#i

The product (2) of these terms is then maximized over a. In simulation studies and an application of the
proposed hazard estimation procedure presented below, it was observed that this modified likelihood may
increase monotonically in a while converging to an asymptote. In this case, the algorithm recommends no
concentration of the kernel at any estimation point—rather, the kernel weight is spread out evenly across
the entire data set. The estimate is then constant across the entire domain of interest. When the product
(2) has a maximum, the estimated optimal value for the bandwidth, &, is substituted for « in (3) to provide
a cross-validated modified likelihood (CVML) estimate of the pdf.

Other terms associated with this approach are “cross-validatory choice and assessment” (Stone 1974),
and “Kullback-Leibler cross-validation” (Bowman 1984). The latter is due to Bowman’s demonstration that

minimizing the modified likelihood as such is equivalent to minimizing the expected Kullback-Liebler (KL)

loss (Hall 1987) associated with a given estimator f and the true pdf f, defined as

Q. f) = E / F(@)log{f () /f ()} d . (6)

Criticism of the CVML approach arose from Schuster and Gregory (1981), who considered the combination
of a sample space consisting of an unbounded interval on the real line, and a kernel with finite support. They

define the sequence {f,} as a consistent estimator of f provided that
sup | fn(2) — f(2)| = 0. (7
xz

If the underlying pdf has a tail decay rate which is slow enough to keep the spacing of extreme order statistics
from converging to 0, then the sequence of CVML’s {f,( | &)}noo will not be consistent.

Further problems with this procedure were described by Hall (1982) where suboptimal performance of
CVML in terms of mean integrated squared error (MISE) is predicted and verified by simulation. However, as
Bowman (1984) pointed out, the loss function minimized by CVML is KL, not MISE. Hall (1987) responded
with assessment in terms of KL loss, raising concerns about the effect of asymptotic tail behavior of the kernel
as well as the density being estimated, but conceded that CVML does result in asymptotic minimization of

KL loss under appropriate conditions. In the mean time, Chow, Geman, and Wu (1983) lauded the method



as “an extremely effective practical solution,” and proved its Li-consistency under fairly weak assumptions
on f and the kernel k.

The Hall (1987) paper was apparently a death knell for this approach to density estimation with automatic
bandwidth selection. In their review and simulation study of density smoothing methods, Cao, Cuevas,
and Manteiga (1994) reported poor performance on the part of cross-validation-type methods in general,
including the CVML (“pseudo-likelihood”) approach. Once again, their criteria for assessment do not include

KL loss—the optimal ground for CVML.
2.2 Application to Hazard Estimation

Tanner and Wong (1984, 1987) adapted the idea of CVML to hazard estimation from censored survival data.
For a particular event of interest and a random variable T representing the time to this event, the hazard

and survival functions are
h(t) = limgoP{T <t+6|T >t}d7",

S(t) = exp[— fo z) dz],
respectively. Let {t;}™, represent a set of n iid, possibly right-censored realizations of T', and {4;}?_, the

(®)

corresponding set of event indicators defined so that §; = 1 if the event of interest is observed to occur at
t; and 0 if all that is known is that event-free survival is greater than ¢;. The likelihood function may be

regarded as a function of h, conditional on the data vectors t = [t1,...,t,]" and § = [01,...,0,]":

L(h | t,0) Hh 9)
A kernel-smoothed estimate of h(t) can be constructed by leaving out the i** observation, and weighting

those remaining by a kernel k parameterized by a:

hoi(t;a) = kalt [51], (10)

J#i
where R; denotes the number out of n — 1 individuals still at risk at time ¢;. For example, k, could be

a Gaussian pdf with mean 0 and standard deviation a. The modified likelihood is then a function of the

smoothing or bandwidth vector «, and is defined analogously to (9) as

L(a| t,d) I_I[h_Z ti;0)]% S i(ti; ), (11)

where S_;(t; o) = exp|[— f(f h_;(z; ) dz] (Tanner and Wong 1984).
The value of @ which maximizes M L(«a | ¢,48) is then substituted into the all-data estimate of the hazard

at t:

h(t;a) = zn:ka(ti — 1) [ﬁ] , (12)



where R; denotes the number out of n individuals still at risk at time ;.

3 Piece-Wise Constant Adaptations

In order to facilitate computation for nonparametric inference, larger data sets, and additional covariates,

some modifications of Tanner and Wongs’ (1984) idea are needed.
3.1 Time Interval Cutpoints

In order to keep the total number of distinct hazard estimates to a manageably small number, the time
domain may be divided into intervals, each modeled as having a constant hazard. Depending on the available
computing resources, these intervals can be made quite small, while estimating the hazard at far fewer than

n event times. Guidelines for establishing the location of the associated cutpoints include:

1. Consideration of where the hazard or survival curves are likely to have the greatest variation. The time
cutpoints need not be evenly spaced. A parameter which governs a transformation of the time scale

(e.g., Box-Cox) could be included in the modified likelihood function.

2. The desired level of granularity. In a study with a duration of, say, 20 months, it may be that under-
standing the pattern of the hazard or survival functions down to the level of one-month increments is

adequate.

3. In order to stay within the bounds of available computational resources, it may be necessary to trade
resolution between time and other continuous covariates of interest. For example, if the 20 month
study included age at the outset as a covariate, the time-age domain will be limited to some number

of rectangles.

Another variation on low-structure density estimation that may be useful for hazard estimation as well
appears in Chow, et al. (1983), where the interval width itself is the sole bandwidth parameter. The estimator
is then piece-wise constant with interval widths determined by CVML.

For estimation of a hazard function of time alone with data ¢ as defined in Section 2.2 and T as an
exponential r.v. with rate parameter )\, a reasonable estimate of the hazard at ¢ = ¢’ is given by standard

maximum likelihood as:

A= h(t') = 7%:1 a (13)
i=1 "



