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Abstract

We consider here some issues associated with the as-treated analysis of survival data, where

a sequence of treatments is randomized, but not necessarily adhered to by study participants.

1 INTRODUCTION

In studies of repeated treatments, it is rarely the case that full compliance with the study protocol
is attained by the entire cohort. When different treatment regimens are randomly assigned with
the objective of comparing their effects, an intention-to-treat or as-randomized analysis compares
outcome measures across groups defined by the randomization. Alternatively, comparison groups
may be defined by their respective levels of compliance with the treatment protocol in an as-treated
analysis. In estimating the pure treatment effect both analyses are prone to bias, but of different
types (Pearl, 1995). We consider here some issues associated with the as-treated analysis of sur-
vival data, where a sequence of treatments is randomized, but not necessarily adhered to by study
participants.

The goal is to estimate the effects of various levels of treatment which may be received in a
future application on survival relative to a control group. These effects could be represented as a
multiplier of the hazard function over time and the available baseline covariates. For a member of
the control group with covariate vector z, let ho(#;z) denote the hazard function associated with the

event of interest at time ¢. The hazard function for a member of the treatment group with the same
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covariate vector may be represented as a product of the control group hazard and a multiplier as:
hi(t;z) = ho(t; 2) g(t; 2). (1)

While it may be useful to know hg(t;z), the primary parameter of interest is g(¢;z), over some

interval of time and for a variety of covariates.

2 SCREENING STUDY EXAMPLE

2.1 Data Set Characteristics

An example of such a need arises from a randomized study of cancer screening, where half of the
cohort is randomized to a program of annual screening, and the other half is not. The treatment in
this case is screening. The cohort is thus separated into what we may label as a Screen Group and
a Control Group, with the understanding that “Screen Group” does not necessarily mean “screened
group”, due to noncompliance. In this case, the survival time measured is that from randomization
to death attributable to the cancer of interest. Given a positive outcome in a large, randomized
study of this kind, and the knowledge of this outcome in the community, subsequent attempts to
screen the population may attain greater compliance. On the other hand, participants willing to
enroll in studies of this kind may be more likely to comply with a given protocol than a typical
member of the population. At any rate, it is of interest to know how much benefit can be provided
to the population for levels of compliance which differ from those realized by a particular study.

Tt is useful to consider the structure and type of data that might arrive in this situation. Suppose
that ng subjects are randomized to the Control Group, so that the variable denoting group assign-
ment, R,, is set to 0 in these cases. Also suppose n; subjects are randomized to the Screen Group,
with R, = 1 for these subjects. Other baseline covariates for the i** of the ny = ng + n; subjects
are captured in the vector z;. In a program of J = 10 screens planned by the study, compliance
with the j®* of these by the i*" subject is expressed by an indicator s;;, defined as 1 if the subject
is regarded as having complied with the j* screen, and 0 otherwise. The compliance vector for the
ith subject is represented by s;, with s;; as its j* element. The first of the 10 annual screens oc-
curs at randomization, and the follow-up period for each subject extends through 10 years following
randomization. A schematic representation of simulated data arising from such a study is shown in

Table 1.



Table 1: Simulated survival data with covariates from cancer screening study.

D Group Time Event Baseline Screening Compliance Vector

i Ry Yi 0; Covariates z; S;

1 0 7.34 0 Z 111 11 11 1 11

2 0 1.89 1 Zo 111 11 11 1 11

3 0 9.02 1 Z3 111 11 11 1 11

g 0 3.77 0 Zn, 11 1 11 11 1 11
ng + 1 1 10.00 0 Z(ng+1) 110 01 10 0 00
no+2 1 841 0 Z(no12) 11111 11110
no+3 1 554 1 Z(not3) 10011 10010
ng + nq 1 2.28 0 Z(ng+n1) 101 00 000 0O

All indicators of screen compliance for the Control Group are set to 1. Participants randomized
to the Control Group are regarded as receiving usual care for someone of their risk level for the
disease, which is defined as whatever care an individual might receive when left on their own to
interact with their system of health care. For some of these Control Group subjects, this may
include screening of the same type as randomized to the Screen Group. Such behavior in these
subjects may be addressed in other ways. For simplicity, this discussion is focused on analytical

strategies for the Screen Group. Ideas so derived can certainly be applied to other groups.
2.2 Overall Compliance Fraction

With the aim of estimating the effects of varying levels of screen compliance on survival, it may seem
natural to segregate the Screen Group into subgroups which exhibit different levels of compliance
over the course of the entire screening study. Event-free survival can then be compared among these
subgroups, as well as between each of them and the Control Group.

One approach to defining these subgroups could be based on the fraction of compliant screens out
of all screens offered. For each subject, the ratio of x;, the number of compliant screens, divided by
J;, the number of screens available to the i** subject, can be determined. Of course, due to death or
censure, J; is not always equal to J, the total planned number of screens per subject. Defining this
ratio as r; = x;/J;, the set of all {r;}?, can take on several values from 0 to 1. Defined this way, r;
is an estimate of p;, the participant-specific propensity to comply with an available screen. In this
context, r; may be referred to as a propensity score, and this score is used to classify participants.

Subintervals can be defined on the unit interval, such as [0,0.2), [0.2,0.4),[0.4, 0.6], (0.6, 0.8], (0.8, 1.0],



connoting categories of varying degrees of compliance. The combinations of open and closed interval
endpoints are chosen in this case to maintain symmetry with respect to 1/2 on the unit interval.
This symmetry is not necessary in general.

Suppose this set of 5 categories is so defined. Consider the range of subjects who qualify for
inclusion in, for example, the compliance category associated with the fifth interval, (0.80,1.00].
Those subjects who are alive and cancer diagnosis-free through the first 9 years of the 10-year study
period are eligible for all 10 screens. If they complied with at least 9 of the 10 screens, they fall into
this category. These are people who complied with nearly all of their annual screens over a 10 year
period. Additionally, this fifth category includes individuals who were only eligible for the first 6
screens but complied with 5 of them. At first glance, this may not appear to present any serious
difficulty. The experience of these latter individuals (6-screen-eligibles, say) may precisely resemble
that of the former (10-screen-eligibles) after they had gone through their first 6 screen opportunities.
Both subgroups represent an approximately equal rate of screening compliance.

However, the binomial probability distribution readily confirms that it is easier to qualify as a
fifth category complier after 6 screens than after 10 screens. For any actual compliance probability p;
in the fifth category, r;, as a statistic used for classification, can only err by classifying the participant
in a lower category. An opposite effect can be seen on the other extreme, first category, where r;
can only err by overestimating the actual category. As with any random variable constrained to a
finite interval, the error in compliance category is constrained to lie toward the interior.

The reason an individual might be eligible for only 6 screens is also relevant; they may have died
of the target cancer. Their death leads to less precise estimation of their p. Positive correlation
between protocol compliance and other healthy behaviors and environments is likely. In this light,
the 6-screen-eligibles who die of the target cancer might include a disproportionately large share of
participants whose p is no more than 0.80. To this extent, this fifth category draws deaths from the
lower categories, imparting negative bias in the fifth category survival estimate.

Notice also that the first compliance category—where p € [0, 0.2)—has no lower category to draw
deaths from. However, the second category will draw deaths from the first, leaving the first with
fewer deaths than it should have. This phenomenon would impart positive bias in the first category
survival estimate. With the biases of the two extreme compliance categories pointing toward each

other in this way, the apparent difference in survival between them will be biased toward (or even



beyond) zero. For either of these extremes, it is not obvious how to estimate the amount of this
bias or adjust for its effect. The interior compliance categories may be less prone to this effect, since
they draw deaths from the next lower category, but give deaths to the next higher one. However,
the net resulting from these counteracting biases is also difficult to estimate. The following analysis

illustrates this point.

Suppose a study of an annual screening program as described above, where the effect of screening
on cancer-death-free survival is of interest. The event of interest is death from the target cancer,
and data in the form of Table 1 is collected over the course of the study. Suppose a distribution
(specified below) for propensity to comply (p) in the population, and that a participant’s p value is
associated with their event-free survival probability through an exponential rate parameter A. Also

define:

Vm : The m?" interval of 5 compliance categories comprising the domain of the propensity
to comply: [0, 0.2),[0.2, 0.4),[0.4, 0.6], (0.6, 0.8],(0.8, 1.0]; with interval endpoints denoted as

am and by, G < by,

Am : Exponential rate parameter associated with interval V,,. The set {\,}>,_; determine a step

function over the unit interval domain of propensity to comply.
7 : Maximum follow-up time available to the study—set to 10 years in this example.
These parameters are associated with the i** participant:
pi : Propensity to comply, drawn from a U(0,1) random variable.
Ay : Exponential rate parameter determined by p;.

T; : Random, possibly right-censored time from randomization to the event of interest. Dis-

tributed as an exponential r.v. with rate parameter ;.

C; : Random censoring time. Distributed as a uniform r.v. on (0, 27), putting the censoring time

under 7 with probability 1/2.

Y; : Observed event-free survival time, equals the minimum of T; and C;.



6; : Event indicator associated with time Y;.

N; : Maximum possible number of screening opportunities available (to the i** participant).
Taking the first screen to occur at randomization, this is ceiling(Y;). In our running example,

this is bounded by J = 10.

X; : Random number of screens complied with, constrained to 0,1,..., N;.

Allowing unsubscripted versions of these parameters to have corresponding definitions, we consider
the distribution of B = (p, N, X). Letting p denote a particular value of p, the pdf of B may be

written as follows:

fB(p7n7'7:): (2)
{ P{X=x2|N=n,p=p}P{N =n|p=p}lpp), ifne{l,2,...,J}z<mn;

0, otherwise;

where 14(-) represents the indicator of the set A. P{-} is the probability function associated with
B and further specified by the structure of its arguments—e.g., P{N = n|p = p} is the probability
that N = n, conditional on p = p.

The rate X is a function of p, and the distribution of N given A can be derived from the fact
that for any n € {1,2,...,J =1}, P{N =n|A} = P{Y € [n — 1,n) | A\}. P{N = J} is given by the
complement of the sum of these probabilities. The distribution of Y is based on the joint distribution
of T and C. Acknowledging the dependence of A on p, this conditional probability may be expressed

as P{N =n|p € Vi }, with V,,, selected to contain the particular A of interest:

P{N=n|peVy}= (3)

[exp(—=Am(n — 1)) — exp(—Amn)]
—[(n = 1)exp(=Am(n — 1)) —nexp(=Apn)] / (27), ifne{l,2,...,J—1};

exp(—Am(n — 1)) — [nexp(=Ann) / (27)], if n=J;
0, otherwise.

This expression, along with the fact that P{X = x| N = n, p = p} equals the binomial probability
P{B(n,p) =z}, can be used to further specify the pdf (2) of B.

What is the impact of misclassification resulting from assignment to categories according to the
observed screening compliance fraction, r;? Participants who comply with x of n available screens

have an expected propensity to comply given by:

1
E[p|N=n,X=w]=/0 pfB(p.n,2)dp | PAN = n, X = a} (4)



Then the expected propensity to comply for participants whose observed screening compliance frac-

tion lies in V,, is given by:

X
> Elp|N=nX=z]P{N=nX=x|% €Vn} (5)
(n,2) 1% €V
It is useful to have the marginal probability function for (N, X):

5
P{N=nX=2} =3 P{N =n|p€V}P{Bi € (@m,bn)}/ (n +1), (6)

m=1

where (3, represents a beta r.v. with parameters a = z + 1 and b = n — 2 + 1. Expansion of (4)
yields:

z+1
P{N=n,X =z}(n+1)(n+2

5
PPN =X = 2| €ValP{B € (amba)h (7

where (35 represents a beta r.v. with parameters a = +2 and b = n —x + 1. This expression, along
with (6) can be used to calculate specific values for the expectation of interest (5).
A simulation under these conditions corroborates the analytic expression for expected propensity

to comply derived above. For this simulation, the values of {\,,}3 _, are defined as:
AL = 0.16, Ay = 0.08, A3 = 0.04, Ay = 0.02, A5 = 0.01. (8)

This configuration assumes that participants who comply more also tend to have lower event rates,
decreasing by a factor of 50% for each successively higher compliance category. Given that the true
compliance propensities are uniform on each V,,, it would be desirable for the mean of the observed
compliance fractions to be centered on these intervals.

Comparison of these observed means with their corresponding interval centers is facilitated by
Figure (1). The true propensity to comply is the predetermined probability that a given participant
will comply with each screen. The observed compliance fraction is the proportion of compliant
screens completed out of all possible screens for which the participant was eligible. As depicted in
Figure (1), the mean propensity to comply among participants whose observed compliance fraction
(r;) lies in the middle compliance category (V3) is very close to 1/2, the mean of V3. However, the
upper and lower categories misrepresent the actual, underlying levels of compliance. For example,
those participants classified as the best compliers (V5 = (0.80,1.00]) have a mean true compliance
level of 0.7944. This is not even within the category itself, despite some upward bias—relative to a
nominal mean of 0.90—effected by the discrete nature of the r; and the fact that the lower bound

of the interval excludes 0.80.



